
Computational expense is a significant bottleneck in deep learning, creating the need for 
effective, distributed training techniques. Data-parallel training is widely-used, but the need for 
frequent synchronization creates a communication bottleneck. Although asynchronous 
approaches have been proposed, stale updates complicate their optimization process (Assran 
et. al., 2020). Therefore, the machine learning community is in need of synchronous training 
techniques that mitigate the communication bottleneck that typically exists for synchronous 
methods.  
 
The residual property of modern Convolutional Neural Networks (CNNs) makes them robust to 
entire layers being removed from the network (Huang et. al., 2016). Therefore, high-performing 
subnetworks can be constructed from ResNet architectures by removing a portion of the 
network's layers. Adopting the independent subnet training (IST) methodology (Yuan et. al., 
2020), ResNet subnetworks can be trained independently in a distributed manner and have 
their parameters intermittently aggregated within a deeper, global model. Such independent 
training of shallower subnetworks yields a more-than-linear speedup in training time, as 
training only occurs for shallower subnetworks and can be independently distributed across 
many machines with occasional synchronization. With this IST-inspired methodology, ResNet 
robustness to layer removal can be leveraged to accelerate and reduce communication costs 
for synchronous, distributed training of ResNets. 
 
The proposed methodology utilizes the pre-activation ResNet-101 architecture (He et. al., 
2016). This architecture consists of four major layers, each of which is composed of many 
residual blocks. To construct a subnetwork, residual blocks from the third major layer, 
accounting for the majority of network parameters, are equally divided between subnetworks, 
while all other blocks are shared. Subnetworks are trained independently for 10-50 iterations 
on separate data before their parameters are aggregated into the global model either by 
copying parameters or taking an average of parameters across multiple subnetworks. The 
methodology was applied to several image classification datasets, including CIFAR10, CIFAR100, 
and SVHN. When distributed across two, four, and eight machines, the proposed approach 
yields comparable validation accuracy to identical ResNets trained on a single GPU for all 
datasets, even while yielding a greater-than-linear speedup with respect to the number of 
available GPUs.  

 
 


