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Motivation
Contrastive learning maximizes the difference between 

different inputs and minimizes the difference between similar 
inputs. This is typically implemented as a loss on the 
embedding layer which encourages cosine similarity 

between different augmentations of an input and decreases 
similarity between augmentations of different inputs.

Contrastive learning works well in a variety of settings, most 
notably recently for unsupervised representation learning for 

images (e.g. SimCLR below or MoCo to the right)

The majority of contrastive learning which has attracted 
attention has followed a similar line of thought as SimCLR. 

However, this typically requires compute on the order of 100 
GPUs for a week, which is simply prohibitive for most. 

Furthermore, there is the question of where else contrastive 
learning can be effectively applied. Lastly, and the focus of 

this paper, is an explicit loss required and can we induce 
implicit contrastive learning?



Methodology
We introduce Implicit Contrastive Learning 

(ImCLR), a clever construction for the network to 
implicitly learn to differentiate between similar 
and dissimilar images. ImCLR requires almost 

no change to the existing pipeline, no change in 
loss, no change to hyperparameters and no 
change to general network architecture (the 

difference in parameters is usually <2%).

In ImCLR, we concatenate two (or 
more) post-augmentation images and 
average their labels to generate new 

input x, y pairs. This way, the network is 
forced to learn and differentiate which 

parts of the image belong to which 
class.



Results
- ImCLR improves the test performance on existing image classification 

tasks, including by 3.24% on Tiny ImageNet with ResNet-56, 1.40% 
on CIFAR-100 with VGG-16, 0.64% on CIFAR-100 with PreAct 
ResNet-18, 2.28% on STL-10 with Wide-ResNet 16-8, and 0.14% on 
CIFAR-10 with ResNet-20. 

- Improvements carry over to the robustness setting, where we 
measure robustness to nineteen of the most common input 
corruptions and perturbations at five degrees of severity, and the 
semi-supervised learning setting, with ~1% test error improvement on 
CIFAR-100-C with VGG-16 and 2% test error improvement on 
CIFAR-10, with all but 4000 labeled samples with the Pi-model

- We demonstrate that ImCLR is complementary to existing data 
augmentation techniques, achieving over 1% test error improvement 
on CIFAR-100 with VGG-16, by combining ImCLR with state-of-the-art 
data augmentation method CutMix, as compared to either ImCLR or 
CutMix baseline alone. Furthermore, we achieve over 2% test error 
improvement on CIFAR-100 with PRN-18, by combining ImCLR with 
state-of-the-art augmentation method AutoAugment, as compared to 
either ImCLR or AutoAugment baseline alone.


